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ABSTRACT
In this paper we unify two supposedly distinct tasks in multimedia
retrieval. One task involves answering queries with a few exam-
ples. The other involves learning models for semantic concepts,
also with a few examples. In our view these two tasks are iden-
tical with the only differentiation being the number of examples
that are available for training. Once we adopt this unified view,
we then apply identical techniques for solving both problems and
evaluate the performance using the NIST TRECVID benchmark
evaluation data [15]. We propose a combination hypothesis of two
complementary classes of techniques, a nearest neighbor model us-
ing only positive examples and a discriminative support vector ma-
chine model using both positive and negative examples. In case of
queries, where negative examples are rarely provided to seed the
search, we create pseudo-negative samples. We then combine the
ranked lists generated by evaluating the test database using both
methods, to create a final ranked list of retrieved multimedia items.
We evaluate this approach for rare concept and query topic model-
ing using the NIST TRECVID video corpus.

In both tasks we find that applying the combination hypothesis
across both modeling techniques and a variety of features results in
enhanced performance over any of the baseline models, as well as
in improved robustness with respect to training examples and visual
features. In particular, we observe an improvement of 6% for rare
concept detection and 17% for the search task.

Categories and Subject Descriptors
H.3.3 [Information Storage and Retrieval]: Information Search
and Retrieval; H.2.4 [Database Management]: Systems—multi-
media databases, query processing

General Terms
Algorithms, Design, Experimentation

Keywords
Support Vector Machines, MECBR, TRECVID, Semantics
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1. INTRODUCTION
Semantic Multimedia Retrieval has been the focus of signifi-

cant research in the multimedia community in the past few years.
Factors such as the creation of the NIST TRECVID [1] bench-
mark have had the effect of galvanizing the researchers to tackle
one of the most challenging problems in multimedia management
head-on. The semantic gap needs to be bridged in order to have
meaningful multimedia retrieval. A consistent approach to bridge
this gap that has emerged as a reliable performer in various bench-
marking efforts is the one in which the semantic gap is treated as a
mapping that should be learned using machine learning techniques.
This approach has provided good results in the concept detection
benchmark [9, 15]. At the same time there is also increasing em-
phasis on learning in the search tasks at TRECVID [5, 15]. The
problem with this approach when applied to the task of search is
the extremely small number of training samples that are typically
available to seed the search. Although not as acute, this problem
also haunts the concept detection task when the number of training
samples provided are too few, either because the concept is rare or
because manual annotation being an expensive process is carried
out only on a limited data set. Query analysis has some rich liter-
ature in the traditional fields of Information retrieval based on text
documents. However the query formulation is much more difficult
when confined to visual processing alone.

Recent approaches for generic concept detection as a stepping
stone to answering complex semantic queries [5, 15] alleviate the
problem to some extent but are useful only if the queries can be
expanded to include generic terms effectively. This is possible
if a large vocabulary of concepts that can be reliably detected is
available while answering the queries and expanding them. Unfor-
tunately such a large vocabulary of concepts does not exist yet. A
large number of queries thus fall in the category of rich semantic
information requirement with little in terms of examples to learn
the semantics. For those queries that contain named entities, this
problem can again be alleviated by using named entity detection in
text (if available) but that still leaves a large number of queries that
rely primarily on visual information need.

Meanwhile the need for composing such queries or attempting
to detect complex concepts or information need with relatively few
examples is increasing across multiple domains including broad-
cast domains, personal media collections, and security. Examples
include intelligence scenarios for analyzing, filtering, and search-
ing of multiple live and archived video feeds, monitoring of news
broadcasts and other stream data for financial analysts tracking spe-
cific industries or companies, personalized delivery of video digests
to consumers based on their interests and profiles, and so on. In
many of these scenarios the subject of analysis varies rapidly and
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Figure 1: Comparison of typical approaches for modeling
of user’s query need. (a) Discriminative statistical models
(e.g., Support Vector Machines); (b) Query point movement
and re-weighting for Relevance Feedback; (c) Multi-Example
Content-Based Retrieval (MECBR) approach.

dynamically, affecting query topics and priorities. This limits the
usability of static annotation or modeling approaches and necessi-
tates the creation of new models on the fly. The volume of such
content is typically of a magnitude that precludes constant monitor-
ing, manual annotation, or interactive feedback to the system, and
makes real-time responsiveness requirements hard to satisfy. In this
context, we consider the problem of automatic formulation of com-
plex visual queries for batch processing and “on-the-fly” building
of lightweight semantic retrieval models.

1.1 Overview of Proposed Approach
In this paper, we address the above requirements by investigat-

ing the problem of automatically formulating complex models of
information need in the visual domain, given only a (small) set of
positive examples per topic of interest. This is a unified approach
that can address the task of answering queries with a few examples
as well as the task of learning models for semantic concepts with
few examples. In our view the only differentiation in these two tasks
is the number of examples that are available for training. The only
other possible differentiation is the possible availability of definitive
negative examples in the concept detection task. Once we adopt
this unified view, we then apply identical techniques for solving
both problems and evaluate the performance in two distinct video
retrieval domains. We propose a combination hypothesis of two
complementary classes of techniques, one using only the positive
examples and the other using both positive and negative examples
for the process of learning models of a query or a concept. We then
fuse the resulting ranked lists from models of both these classes of
techniques to arrive at the final ranked list of retrieved multimedia
items. Of the two classes of techniques, one approach uses all the
positive examples provided to query a database of multimedia items
and employs lazy learning in the form of a distance weighted near-
est neighbor model. The other approach tries to use both positive
and negative examples to build a discriminative model using sup-
port vector machines. In case of queries, where negative examples
are rarely provided to seed the search, we create pseudo-negative
samples using biased and unbiased sampling methods. We then
combine the ranked lists generated by evaluating the test database
using both methods, to create a final ranked list of retrieved multi-
media items. We evaluate this approach using the NIST TRECVID
High-Level Feature Extraction and Search Tasks. In both tasks

we find that combining the models learned using positive exam-
ples only with the ones trained discriminatively results in enhanced
performance over either of the individual models.

Of the two approaches, one involving the use of positive exam-
ples alone and the other involving discriminant classification us-
ing existing or automatically generated pseudo-negative examples,
we term the former approach asMulti-Example Content-Based Re-
trieval (MECBR)and the latter asDiscriminant Classification. The
MECBR approach is the process of querying content by specifying
multiple visual query examples using only a single query iteration.
MECBR attempts to mitigate some of the semantic limitations of tra-
ditional CBR techniques by allowing multiple query examples and
thus a more accurate modeling of the user’s query need. MECBR
differs from relevance-feedback (RF) methods in that MECBR usu-
ally involves the execution and combination ofmultiple simultane-
ous queriesrather than the continuous refinement ofa single query,
as in most typical RF methods. The design of MECBR positions it
as a lightweight alternative for batch querying and modeling of low-
level and mid-level semantic topics, including semantically/visually
diverse topics as well as rare topics with few training examples. The
above approaches are illustrated in Figure 1, along with some key
considerations regarding performance vs. supervision trade-offs.

The second approach of discriminant classification has been suc-
cessfully applied to concept detection [9]. We extend this to query
modeling. The important distinction here, is that in building a
model of a query, we are typically provided only with positive ex-
amples. Hence we rely on pseudo-negative examples generated au-
tomatically to cast this as a discriminant classification problem. We
describe later in the paper, various approaches of generating pseudo-
negatives that alleviate the imbalance of positive and negative ex-
amples and afford multiple views of the discriminating boundaries
to enhance performance.

1.2 Related Work

1.2.1 Multi-Example Search
Related work to multi-example querying includes relevance feed-

back techniques and content-based retrieval systems, such as Min-
dReader [6] and MARS [2, 12], which allow the user to specify
multiple examples in a single query. Those systems generally try
to learn the weighting of each example or each low-level feature
(e.g., color, texture, shape, etc.) based on iterative user feedback.
Alternatively, they may compute a single query point from the
user-provided positive examples and move the query point closer
to the positive examples as the user iteratively provides relevance
feedback. The above methods are calledquery re-weightingand
query-point movement, respectively, and are standard techniques in
relevance feedback systems (see [6, 11, 12, 13]). Other relevance
feedback methods include methods that incorporate negative and/or
unlabeled examples in addition to positive ones [14], and methods
that use neural networks, Gaussian Mixture Models (GMM), Sup-
port Vector Machines (SVM), or other learning methods. While
relevance feedback approaches can be very effective, they usually
take multiple iterations of user feedback before that happens. This
imposes real-time constraints on system responsiveness and places
a burden on the user in terms of supervision, motivating the need
for alternative one-step solutions. Recent work on active learning
for annotation and relevance feedback has reduced the amount of
supervision by actively ranking and selecting the most ambiguous
examples for user feedback [17]. This helps eliminate classification
ambiguity faster and reduces the number of necessary iterations but
still requires the user to provide interactive feedback, which is un-
desirable in many querying scenarios. Recently, Westerveld and
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de Vries [20] proposed an alternative approach for multi-example
querying by estimating the conditional probability of a document
generating given query examples as well as that of a query topic
(consisting of multiple examples) generating a given document.
The approach is similar in spirit to the MECBR approach we adopt
in this paper but uses a probabilistic framework based on language
modeling to combine the contributions of the individual query ex-
amples for ranking purposes.

1.2.2 Query Classification
To limit the semantics needed by a query, or to find out con-

cept detectors and named entities that should be used to answer a
query, some researchers perform query classification. Researchers
have previously investigated manual or automatic classification of
queries into a fixed set of query classes, such as People, Places,
Objects, etc., in the hope that all queries in the same class exhibit
similar behavior with respect to features and modeling methods [3,
7, 22]. The fusion of the multiple hypotheses being evaluated fol-
lowing query classification can then be addressed independently
within each query class using an external training set of queries
with the corresponding performance for each of the retrieval hy-
potheses. In the absence of such a training set, and with only a few
positive examples per topic, query-independent fusion schemes that
typically generalize well across all queries are required.

1.2.3 Semantic concept modeling
Aside from relevance feedback for modeling of user intentions,

there has been significant work on explicit modeling of semantics
that allows users to directly query the system at a higher semantic
level. The problem of multimedia semantic modeling has been ad-
dressed in a number of ways relying on manual, semi-automatic, or
fully-automatic methods. The use of manual annotation tools al-
lows humans to manually ascribe labels to multimedia documents.
However, manual cataloging is a very expensive and time consum-
ing process. It is also subjective leading to incomplete and incon-
sistent annotations. Fully-automatic approaches based on statistical
modeling of low-level audio-visual features have also been investi-
gated for detecting generic frequently observed semantic concepts
such as indoors, outdoors, nature, man-made, faces, people, speech,
music, etc. Toward this end, a variety of classification techniques
have been investigated in this context based on the static or temporal
nature of the underlying media features extracted and the concept
characteristics. This includes support vector machines, Gaussian
mixture models, hidden Markov models, probabilistic graphical
models, decision trees, neural networks, and others [4, 10, 19, 9].
While statistical modeling is useful for retrieval based on a fixed set
of labels, it usually requires large amounts of annotated examples
for training, and it limits indexing to the lexicon labels.

1.3 Outline
The remainder of the paper is organized as follows. Section 2

investigates issues in visual query formulation and execution in the
context of the MECBR approach that uses only positive examples
for retrieval purposes. In particular, we discuss fusion strategies
across multiple feature modalities, granularities, and query exam-
ples. Section 3 presents a Support Vector Machine-based approach
that uses both positive and pseudo-negative examples for discrimi-
native modeling of concepts or queries. We consider the problem of
sampling pseudo-negative examples, and balancing the training set
when only few examples (e.g., less than 10) are given. In Section 4
we present the overall combination hypothesis framework designed
to reduce sensitivity to noise and improve robustness to training
set examples by combining the two approaches of complementary

strengths. Section 5 contains empirical results and validation of the
approach on a large news video corpus. Finally, Section 6 offers a
summary and concluding remarks.

2. MULTI-EXAMPLE CONTENT-BASED
RETRIEVAL (MECBR)

Multi-example content-based retrieval (MECBR) is a generaliza-
tion of traditional content-based retrieval (CBR). In CBR systems
each image is represented with a set of content-based features, such
as color, texture, shape, etc., and image dissimilarity is measured in
terms of the distance between said features. Various distance met-
rics have been employed but for the purposes of this paper we will
restrict our attention to simple Euclidean distance. Given a query
image example, the system extracts the corresponding visual fea-
tures, compares them to the ones in the image database, and ranks
the candidate images according to their distance from the query
point. MECBR generalizes this process by utilizing multiple query
examples in a single query iteration. While early relevance feed-
back methods used multiple examples in order to form a single more
precise query (e.g., the centroid of the query examples), we consider
the alternative approach of forming and fusing multiple queries from
the given examples. The general MECBR approach is illustrated in
Figure 2, and consists of query example selection and categoriza-
tion, as well as execution and fusion of multiple primitive queries.
The initial query example selection and categorization steps can
be accomplished through clustering in some visual feature space
so that each category of examples is visually homogeneous and
distinct categories are treated independently of each other. Query
examples within each category can then be weighted according to
their distance to the cluster centroid with only the closest few being
used for querying so that the effect of noise and outliers is dimin-
ished. In our target scenario for this paper, however, there are very
few examples per query topic—typically 5-10 only—and they have
been manually chosen, so it becomes unnecessary and unfeasible
to perform example clustering or categorization. We therefore con-
sider all query examples as equally important and simply treat them
as representatives of distinct single-point query clusters. Each ex-
ample is then used as an independent content-based query into the
database using traditional CBR approaches.

An important aspect for MECBR is how the individual query re-
sults are fused together to form an overall ranking of the candidate
images. In an interactive setting, or if sufficient training data is
available, a weighted averaging approach can be adopted, where
the weights can be learned through user feedback or training set
labels. In non-interactive query scenarios with few examples, we
are limited to fairly simple non-weighted score aggregation func-
tions. Examples of such functions include MIN, MAX, and AVG.
MIN aggregation, when applied to confidence scores, mimics log-
ical AND behavior, while MAX simulates OR behavior, and AVG
is a softer combination between AND and OR. For the purposes
of semantic multi-example querying, we note that OR semantics
is usually most suitable since the majority of semantic concepts
or query topics have diverse visual representations and the query
examples can therefore be very distinct visually. The proper way of
handling such examples is to consider only the closest ones to each
candidate image, and to employ a nearest neighbor classifier. An
alternative is of course to have an arbitrary combination of AND
and OR grouping of query examples, as specified by an user. In
the absence of extra knowledge on the relationship of the individual
examples, we use a modified 1-nearest neighbor approach where
the overall score of a candidate image is the maximum confidence
score (minimum distance) to the individual query examples.
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Figure 2: Overview of proposed Multi-Example Content-Based
Retrieval (MECBR) approach. The approach consists of 4 pri-
mary steps: (i) clustering of topic examples into homogeneous
sub-topic categories; (ii ) selection and weighting of represen-
tative category examples; (iii ) atomic query optimization and
execution; and (iv) fusion of atomic query results within and
across categories.

In addition to combining results from each query example, fusion
also plays an important role in combining results from different vi-
sual features, such as color, texture, and shape, as well as different
feature granularities, such as global image features and regional fea-
tures. Selecting an appropriate method for query example fusion is
facilitated by understanding the target semantics that we would like
to model. Feature selection and feature fusion, however, are more
difficult tasks since we don’t know the relationship of features to the
semantics of individual queries or concepts. We therefore perform
a grid search in the fusion parameter space and select optimal fu-
sion configuration based on a held-out validation set performance,
if one is available. Fusion parameters include a score normalization
method and a score aggregation method. Score normalization meth-
ods include range normalization, statistical normalization shifting
the score distribution to zero mean and uni-variance, and rank nor-
malization which discards the absolute scores and uses only the
rank of each item in the result list. The fusion methods we consider
include MIN, MAX, AVG, and simple weighted AVG fusion using
weights of 0s and 1s only. If a validation set is not available, as in the
query scenarios, we use simple averaging of statistically normalized
scores, which typically generalizes well in our experience.

3. DISCRIMINANT MODELING AND
CLASSIFICATION USING SVM

We represent images with a set of low-level visual features, such
as colors, textures, and shapes. In the training phase, we then
learn feature representations corresponding to the binary hypothe-
ses for each concept (presence/absence) using generic supervised

machine learning algorithms like Gaussian Mixture Models, Hidden
Markov Models, and support vector machines [9]. This is similar
to one-class classification approaches for learningone-vs.-allcon-
cept models [16]. In this paper we extensively use Support Vector
Machines [18] as the classifier of choice. Support Vector Machines
are popularly used for classification and regression in various do-
mains including the multimedia domains. For the past few years
support vector machine classifiers have resulted in top performance
in concept detection for NIST TRECVID evaluations and have also
been resulting in good performance when used in conjunction with
relevance feedback [14]. Support vector machines used with non-
linear kernels allow us to learn nonlinear decision boundaries even
when the data is high dimensional and are not affected by the curse
of dimensionality due to the way the optimization is formulated to
minimize empirical risk. They also offer good generalization.

In this paper we use a held-out validation set in selecting model
parameters as well selecting optimally performing features from a
bank of features that represent image color, texture, and structure at
the global level as well as at localized image granularities. We use
the Radial Basis Kernel for the SVM experiments. Performance
of SVM classifiers can vary significantly with variation in param-
eters of the models. Choice of the kernels and their parameters is
therefore crucial. To minimize sensitivity to these design choices,
we experiment with different kernels and for each kernel we build
models for several combinations of the parameters. Radial basis
function kernels usually perform better than other kernels. In our
experiments we build models for different values of the RBF pa-
rameterγ (variance), relative significance of positive vs. negative
examplesj (necessitated also by the imbalance in the number of
positive vs. negative training samples) and trade-off between train-
ing error and marginc. While a coarse to fine search is ideal, we
try 3 values ofγ, 3 values ofj and 3 ofc thus evaluating 27 config-
urations. Using a validation set we then perform a grid search for
the combination that results in highest performance measure value,
where this measure is the non-interpolated average precision over
1000 retrieved shots as a measure of retrieval effectiveness. Let
R be the number of true relevant documents in a set of sizeS; L
the ranked list of documents returned. At any given indexj let Rj

be the number of relevant documents in the topj documents. Let
Ij = 1 if the jth document is relevant and0 otherwise. Assuming
R < S, the non-interpolated average precision(AP) is defined as

1

R

SX
j=1

Rj

j
∗ Ij (1)

Using a training set, and a validation set we tune our parameters
and feature selection to optimize evaluation measures. Further
details are provided in Section 5. Figure 4 illustrates this procedure
of parameter and feature selection. For the experiments reported in
this paper, we are faced with training the concept models with small
number of positive examples (typically less than 200 examples in
a large data set of 28000 keyframes). We therefore balance the
training set by randomly selecting a smaller number of negative
examples instead of using all the non-positive examples as negative
examples. In the detection phase we use the optimal models to
evaluate the target images for the presence/absence of the concept
and rank images based on confidence of detection.

3.1 Automatic Generation of Negative
Samples for SVM Learning in Search

To extend the idea of using SVMs for query modeling, we have
to overcome two problems. One problem is that TRECVID only
provides positive examples for each query. Thus there are no neg-
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Figure 3: Illustration of pseudo-negative example sampling and
bagging for discriminative learning of query semantics. Each
line represents a sample hyperplane between the same set of
positive examples (inner dark dots) and a randomly sampled
bag of pseudo-negative examples (outer dark dots). Each hy-
perplane helps filter out some irrelevant items (outer light dots)
so that the intersection of all positive hyper-spaces contains a
smaller set of candidate items to be ranked (only inner dots).

ative examples to perform discriminant classification. Most of the
TREC queries are complex requirements of information need. Thus
the number of actual hits in the target database is also very small.
We therefore make an important simplifying assumption that if we
randomly sample the search set for sets of 50 samples, most of
these will not be satisfying the information need of the query and
so without even analyzing the content, we can assume that these
can be used as negative examples. Negative examples that we gen-
erate automatically by random or smart sampling strategies of the
search set are hereby labeledpseudo-negative samples. This is a
very important step in converting the query answering problem as
a discriminant classification problem. This however leads to the
second problem of imbalance of the positive and pseudo-negative
examples. To alleviate this we sample the search set several times
and build a discriminant classifier for each such sampling whereby
the positive examples are used commonly across all classifiers but
the negative examples come from each bag of randomly chosen
pseudo-negative samples. The SVM models corresponding to each
sampling are then fused using AND logic (MIN confidence score
aggregation) so that the final SVM model corresponds to the inter-
section of several positive hyper-spaces derived from each of the
primitive SVM models. The approach is illustrated in Figure 3.

We also investigate several sampling strategies such as random
sampling, sampling from the bottom of the ranked list obtained
by running MECBR on the search set using the positive examples,
skipping the first few retrieved samples from the data set queries
by using the training samples using MECBR, etc. A similar ap-
proach for pseudo-relevance feedback has been investigated previ-
ously with modest success by Yan and Hauptmann [21]. We term
this approach as bagging, which is different from the bagging and
boosting algorithms in machine learning literature in that we sam-
ple only negative examples and use the same small set of positive
examples throughout.

Our experiments show that the best one is actually the naive
method of randomly sampling pseudo-negatives from the search

set. We believe there are two reasons for this. First, the ranked list
based on MECBR is not able to reflect the actual relevance ranking
to the visual query. Second, the bottom frames in an MECBR-based
ranked list are irrelevant to the query not in the way what we expect.
For example, with a basketball query, the bottom frames given by
MECBR are pretty much ones with only white background, which
are not helpful to refine the query result.

Another issue is the number of pseudo-negatives that we should
choose to train our SVM classifier. In this we can strike a balance
by having the pseudo-negatives be one order of magnitude more
than the positives. To simplify the experiments, we can alternately
fix this to a constant number of pseudo-negatives. Empirically this
number was set to50 in this paper, as compared to the6 positive
examples we have on average per query topic. We therefore use50
as the pseudo-negatives bag size.

The third choice of parameters here is the number of bags we
experiment with. It can be expected that performance of randomly
sampling multiple times and building multiple classifiers and then
fusing their classification results should be better than any single run
but the time to perform a query will be proportional to the number of
bags chosen, due to which this number cannot be too large. To make
the approach realistic, we compare the 10-bag performance with a
single bag only in Section 5. . Finally, when using SVMs to model
query topics with 5-10 examples only, we do not have the luxury
of having a separate validation set for tuning SVM parameters or
fusion parameters. We therefore fix the kernel type to Radial Basis
Kernels, which in our experience perform best in general, and select
globally optimized kernel parameters for each different feature type.
The kernel width parameterγ and the regularization parameterC
are both set globally for each feature to reflect the input range on the
test data. To combine the classification of the models learned from
each bag of pseudo-negatives along with the positive examples, we
use simple score averaging.

4. OVERALL APPROACH
The overall approach for query modeling and rare concept detec-

tion is based on the principle of combination hypothesis. Figure 4
shows our approach where we combine two distinct learning strate-
gies, their respective parameter combinations, and experiment with
available features and feature combinations. We subsequently fuse
all available models to create a single combination hypothesis.

In the case of concept detection we have a training and a validation
set whereas in the case of query modeling we only have provided
examples and no validation set. For the rare concept detection we
use the training set to train multiple models using multiple feature
and parameter combinations for both our learning strategies and
then use the performance on the validation set to select and fuse the
optimal performing models. In case of the query modeling, we fix
the best performing parameters from the concept detection task, and
use statistical normalization followed by non-weighted averaging
to combine all available hypotheses.

In particular, whenever fusing ranked lists generated from dif-
ferent feature modalities or different classes of retrieval methods,
we normalize the scores statistically so the score distributions have
mean and standard deviation of 0 and 1, respectively. We then use
simple score averaging to combine the multiple score lists. Score
averaging is a softer fusion method than either MAX or MIN ap-
proaches which model the stricter Boolean AND/OR logic, and
typically generalize better than either of the above. We label re-
sults from this approach asAverage Fusionand use it as our default
method for fusion across both features (e.g., color and texture) as
well as modeling techniques (e.g., MECBR and SVM).
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Figure 4: Selection of modeling techniques, parameters, and
feature combinations based on a validation set performance.

5. EXPERIMENTS
The experiments in this section were performed using the

TRECVID 2003 corpus provided by NIST. This contains two sets—
aDevelopment Setand aTest Set—of approximately 60 hours each
of MPEG broadcasts news video from CNN, ABC, and C-SPAN.
As part of the TRECVID 2003 effort, theDevelopment Setwas
annotated collaboratively by over 100 researchers using a lexicon
of more than 133 concept labels. Details of the common annotation
can be found in [8].

We used the TRECVID 2003Development Setfor concept mod-
eling and evaluation purposes, and used the second set, theTest Set,
for query topic answering and search performance evaluation. For
search performance evaluation we used theSearch Setas is, with no
validation set and globally set parameters, and used the query topic
ground truth provided by NIST. For concept modeling and evalu-
ation purposes we partition theDevelopment Setinto several par-
titions including a training partition of 28055 keyframes and three
validation sets of which one validation set with 4420 keyframes is
used for the parameter and feature selection reported in this paper,
and a separate validation set of 9852 keyframes is used for final
performance evaluation. Figure 4 shows the automated parameter
tuning approach employing the training set and the validation set
to derive the optimal parameter and feature selection based on the
average precision measure.

For all the experiments reported in this paper, we have used
keyframes for feature extraction, modeling and detection. All the
videos were segmented into video shots, each shot was represented
by a single keyframe, and each keyframe was processed to extract
a variety of low-level visual descriptors, as listed below.

5.1 Visual Descriptors
The following descriptors had the top performance for both search

and concept modeling experiments:

• Color Correlogram (CC)—global color and structure repre-
sented as a 166-dimensional color auto-correlogram in HSV
space using 8 radii depths.

• Color Moments Grid (CMG)—localized color extracted from
a 5x5 grid and represented by the first 3 moments for each
grid region in Lab color space.

• Co-occurrence Texture (CT)—global texture represented as
entropy, energy, contrast, and homogeneity extracted from
the image gray-scale co-occurrence matrix at 24 orientations.

• Wavelet Texture Grid (WTG)—localized texture extracted
from a 5x5 grid and represented by the variances in 12 Haar
wavelet sub-bands for each grid region.

While the above descriptors are very similar in spirit to the vi-
sual descriptors defined by MPEG-7, they are not quite standards-
compliant since they have been primarily optimized for retrieval and
concept modeling purposes, with much less consideration given to
compactness or computational efficiency. In addition, the features
used for MECBR and SVM experiments were in some cases of
the same type but with different dimensionality or normalization.
This was necessary to make some of the features more suitable for
SVM learning with few examples where large dimensionality or
dimensions with vastly different ranges can hurt performance. In
particular, the wavelet texture features were based on a 5x5 grid for
MECBR experiments and a lower-dimensional 3x3 grid for SVM
experiments. Also, the color moments and the co-occurrence tex-
ture features used with SVMs were statistically normalized to shift
the mean and variance to 0 and 1, respectively, and to equalize the
ranges in each dimension. For the search experiments, where we
did not have a validation set for feature selection, we used the top 3
features that we have established globally for each method, includ-
ing color moments and color correlogram as the top two features for
both methods, with the top texture feature being grid-based wavelet
texture for MECBR and co-occurrence texture for SVM.

5.2 Oracle Fusion
As stated in Section 4, we use simple score averaging on sta-

tistically normalized scores for fusion across both features as well
as modeling approaches. This is motivated so that we can avoid
overfitting in the absence of a large enough validation set, which is
the case with modeling of query topics or rare concepts. However,
in order to evaluate how far off our default fusion approach is from
the “optimal” fusion, we evaluate several other score normalization
and aggregation methods, and identify the best combination for each
query, as observed on the test set. We dub this theOracle Fusion
approach as it peeks into the test set ground truth data to select the
optimal combination on a per-query basis. It is listed only as an
indication of how much room we have for improvement if we use
better hypothesis fusion methods, such as query class-dependent
approaches. The combinations considered by theOracle include
the default statistical normalization method described above, linear
range normalization, and rank-based normalization, which discards
the original scores and replaces them with a uniform score distribu-
tion based on the rank of each item. The last normalization scheme
is typically useful for combining sparse or peaky score distributions,
such as the ones obtained from text retrieval approaches, with more
uniformly distributed score distributions, such as the ones obtained
from visual retrieval methods. In our case, however, all retrieval
hypotheses are generated with visual retrieval methods, which pro-
duce smooth score distributions. In those cases, retaining the orig-
inal score distribution but equalizing the ranges usually performs
best so we use statistical normalization as our default. For score
aggregation methods theOracleconsiders MIN, MAX, AVG, and
weighted AVG with 0/1 weights only. The binary weight AVG ap-
proach essentially performs feature/model selection by considering
all possible unweighted subsets of retrieval hypotheses. Exploring
other score normalization or aggregation schemes, such as weighted
combinations for example, can increase theOracle’s performance
but for time’s sake we considered only non-weighted approaches.
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5.3 Evaluation methodology
The experiments below use non-interpolated average precision as

the performance measure for evaluation (see Eq. 1). It essentially
measures the area under the precision-recall curve for a given query,
and provides a single number for retrieval performance comparison.
Where relevant, we also report Mean Average Precision (MAP)
scores, calculated across multiple concepts or query topics.

For concept detection purposes, we consider 6 rare concepts
(with selectivity typically less than 1% of the dataset size), which
represent objects, sites, events, and program categories, and are
similar in nature to query topics. Table 1 lists the set of concepts
along with the corresponding frequency in the three data sets.

Concept Frequency (count and % in each dataset)
Concept Name Training set Validation Set Test Set

(28055 shots) (4420 shots) (9852 shots)
Airplane 155 (0.6%) 16 (0.4%) 96 (1.0%)
Basketball 420 (1.5%) 47 (1.1%) 92 (0.9%)
Beach 164 (0.6%) 27 (0.6%) 23 (0.2%)
Boat 128 (0.5%) 35 (0.8%) 37 (0.4%)
Cityscape 427 (1.5%) 38 (0.9%) 60 (0.6%)
Weather News 208 (0.7%) 18 (0.4%) 41 (0.4%)

Average 250 (0.9%) 24 (0.5%) 58 (0.6%)

Table 1: Set of rare concepts along with their frequency in the
training, validation, and test sets.

For query search and retrieval, we use 14 of the 25 TRECVID
2003 Search task topics which have a significant visual component
in them. The 11 topics that we left out are mostly named entities
(i.e., named people, objects, or locations) or have very complex se-
mantics which cannot be reasonably answered with visual retrieval
alone. The list of topics, along with their descriptions and frequency
in the test set are listed in Table 2. In addition, of the 14 topics that
we model, 8 result in very low Average Precision scores of 0.05
or less, regardless of the feature type or retrieval methods used.
Since they do not contribute to any of the conclusions regarding
the relative performance of features, retrieval methods, or combina-
tions thereof, all of the graphs show results only for the remaining
6 topics which have reasonable performance. The 8 low-scoring
topics are however included in all of our Mean Average Precision
calculations reported throughout the paper and all average statistics
are computed over the set of 14 query topics.

5.4 Experiment I: Rare Concept Detection
The first experiment we report evaluates the MECBR and the

SVM approaches for rare concept modeling and detection. In this
experiment, we targeted concepts with less than 1% selectivity that
somewhat resemble the query topics of interest. The number of
positive examples for each concept ranged from a minimum of 128
to a maximum of 427 in a training set of 28055 shots, as listed in
Table 1. As described in Section 4, we performed feature selection
and fusion, as well as parameter optimization for each of the two
methods based on performance on a separate validation set. The
final model fusion was performed with default score normalization
and averaging as we did not want to cause overfitting by optimizing
final fusion parameters on same validation set. The fusion perfor-
mance reported here is therefore a lower bound on what can be
achieved by tuning fusion parameters on a different validation set.

The results are listed in Figure 5 and show a modest 6% in-
crease in performance over the better of the two modeling methods,
the SVM approach, which confirms the latter as a good modeling
alternative even for rare concepts. We note that SVM modeling
technique that we have used in this paper is state-of-the-art and
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Figure 5: Concept detection performance for MECBR, SVM,
and combination approaches. TheModel Fusion (Avg) ap-
proach uses the default combination method of statistical confi-
dence score normalization and non-weighted score averaging.

typically achieves top performance in the TRECVID High-Level
Feature Extraction Task [9]. Therefore, even a 6% increase in MAP
scores is significant, given that the SVM model has already been
optimized for each concept. The real challenge however is to im-
prove baseline performance for query topics which have an order
of magnitude smaller number of examples, and in particular, do not
have validation sets for parameter tuning and feature selection. We
address this challenge in the following experiments.

5.5 Experiment II: Feature Selection
For query topic modeling purposes we first investigate how sensi-

tive feature selection is with respect to the query topic. To illustrate
the problem, Figure 6 shows four sample query topics which have
widely varying characteristics when it comes to best feature selec-
tion. Performance for each feature on each topic has been measured
with the MECBR approach. TheBasketballtopic shows the texture
feature as most relevant, yet the semantically similarBaseballtopic
shows the grid-based color moments feature as most suitable. To
get the complete set, the color correlogram feature is apparently
most relevant to theWhite Housesetting query. In all of these
cases, when there is a clearly identified dominant feature, its perfor-
mance is nearly twice as good as the next best feature. At the same
time, theDow Jonestopic shows all three features having roughly
the same performance. These four topics illustrate the difficulty of
global feature selection when there is no validation set for tuning
purposes. One alternative to address this problem is to use query
class-dependent parameters for feature selection and fusion [3, 7,
22]. Unfortunately we do not have enough training data to form
query classes so we use soft query-independent fusion as a substi-
tute for hard feature selection. In particular, we fuse models across
the top three best performing features globally as determined by
previous experience. These are the same features listed in Figure 6.
As mentioned in Section 4, we use non-weighted averaging of the
confidence scores generated by each uni-feature retrieval model but
we first normalize all scores statistically in order to impose some
form of feature weighting based on the spread of the corresponding
score distributions. Figure 6 shows that the approach generalizes
extremely well by matching or outperforming the single best fea-
ture for each query topic. For example, the improvement for the
Basketballtopic is more than 60%. Even in the case of little or no
improvement, this method has the effect of doing parameter-free
feature selection, which is significant in itself.
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Topic Designated Topic Description No. of Test Set Hits (%)
No. Topic Name examples from 32318 shots
100 Aerial View Aerial views containing both one or more buildings or one or more roads. 6 87 (0.27%)
102 Basketball Shots of basket being made—the basketball passes down through the hoop and net. 9 104 (0.32%)
103 Baseball Shots from behind the pitcher in a baseball game as he throws a ball that the batter swings at.14 183 (0.57%)
104 Airplane Airplane taking off. 6 44 (0.14%)
105 Chopper Helicopter in flight or on the ground. 6 52 (0.16%)
107 Rocket Rocket or missile taking off (simulations are acceptable). 7 62 (0.19%)
112 Fire Flames. 8 228 (0.71%)
113 Mountain One or more show-covered mountain peaks or ridges (some sky must be visible behind them).5 62 (0.19%)
115 Cars One or more roads with lots of vehicles. 8 106 (0.33%)
117 People One or more groups of people, a crowd, walking in an urban environment. 8 665 (2.06%)
120 Dow Jones Graphic of Dow Jones Industrial Average showing a rise for one day with no. points risen. 6 47 (0.15%)
121 Coffee Mug Shots of a mug or cup of coffee. 7 95 (0.29%)
122 Cats One or more cats with at least part of both ears, both eyes, and mouth visible. 8 122 (0.38%)
124 White House Front of the White House in the daytime with the fountain running. 7 10 (0.03%)

— Average — 6 85 (0.26%)

Table 2: Set of query topics used for evaluating search performance, along with their description, number of image examples used in
visual queries, and topic frequency (and %) in test set of 32318 shots.
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Figure 6: Comparison of visual feature performance for four
sample query topics. The figure illustrates the widely vary-
ing behavior regarding feature relevance with respect to each
topic. The feature fusion method, however, is shown to match
or outperform the best single feature for each topic, providing
effective parameter-free feature selection and fusion.

5.6 Experiment III: Sampling of Query
Pseudo-Negative Examples

We now move on to consider the effect of pseudo-negative exam-
ple sampling and SVM bagging for discriminant learning of query
semantics. Due to space limitations, we only show results for ran-
dom sampling of negative examples, using 50 negative examples
per bag so as not to overwhelm the small set of positive examples.
Random sampling was determined empirically to work better than
biased sampling approaches which take into account an initial rank
ordering produced by the MECBR method and sample from the
bottom or the middle of the list. The comparison of bagged SVM
(10 bags) vs. regular SVM (1 bag) for three different features is
shown in Figure 7. Based on the results, we can conclude that
while bagging may not help in all instances, it never hurts perfor-
mance and it has the potential to dramatically improve performance
(as seen with the 56% improvement for color correlogram-based
SVMs). It is therefore recommended to use in order to improve
robustness of the SVM method with respect to the feature space.
Smarter sampling approaches that consider example homogeneity
when creating the pseudo-negative bags are also likely to help.
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Figure 7: Performance of bagging vs. no bagging for SVM
query modeling with pseudo-negative examples. Each bag con-
tains 50 randomly sampled pseudo-negative examples. Experi-
ment shows that even though bagging did not improve perfor-
mance for one well discriminating feature, it improved perfor-
mance by 35–55% for the other two features.

5.7 Experiment IV: Retrieval Hypotheses
Selection and Fusion

In the last experiment we evaluate and compare the baseline re-
trieval approaches, generated by various single model/feature com-
binations, along with the combination hypothesis approach using
multiple features and/or models. In particular, Figure 8 (a) com-
pares single feature approaches to a multi-feature combination with
a query-independent parameter-free feature fusion strategy. Fig-
ure 8 (b) shows a similar comparison but for single-model vs. com-
bined model approaches.Average Fusionrepresents the default
confidence score normalization and aggregation method, which
means simple averaging of statistically normalized scores (shift-
ing score means and standard deviations to 0 and 1).Oracle Fusion
is listed only as a performance target and represents the optimal
normalization and fusion strategy as determined by test set perfor-
mance for the fusion methods considered. These include RANGE,
RANK, and STAT score normalization combined with MIN, MAX,
AVG and Weighted AVG fusion (binary weights only).

Figure 8 confirms our previous observations that the proposed
fusion strategy generalizes well across topics and outperforms any
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Figure 8: Performance evaluation and comparison for several baseline retrieval methods and combination hypotheses over a set of
query topics. Experiment shows that even though baseline methods’ performance varies widely across topics, the default combined
hypothesis works at least equally well, and typically better, than the single best baseline retrieval hypothesis. The simple combination
approach therefore performs effective feature selection and model selection without the need for a validation set.

of the baseline approaches. The performance improvement in the
case of late model fusion is 7% and the improvement in the case of
late model fusion is 17%. Moreover, the default fusion performance
is almost the same as the oracle fusion performance, indicating that
in order to get significant further improvement, either new features
or new retrieval methods need to be used.

Feature Name MECBR SVM Average Fusion Oracle
(% improvement) Fusion

Global Texture 0.0568 0.0290 0.0719 (26.6%) 0.0906
Color Correlogram 0.0579 0.0784 0.0745 (-5.0%) 0.0833
Color Moments Grid 0.0797 0.1213 0.1203 (-0.8%) 0.1277
Average Fusion 0.1106 0.1267 0.1413 0.1494
(% improvement) (38.9%) (4.5%) (17.5%)
Oracle Fusion 0.1206 0.1349 0.1485 —

Table 3: Summary of Mean Average Precision scores over 14
query topics for MECBR, SVM, and combination methods.

An aggregated summary (over all 14 query topics) of the per-
formance of the two retrieval methods with each of the top three
features, as well as combinations thereof, is listed in Table 3. Fusion
columns represent fusion across MECBR and SVM models, while
fusion rows represent fusion across the listed visual features. The
table cell corresponding toAverage Fusionalong both dimensions
(features and models) represents the performance of our proposed
combination hypotheses approach with globally fixed parameters.
The MAP score is based on fusion across models within each fea-
ture type followed by fusion across the three feature types. This
fusion order (as opposed to feature fusion followed by model fu-
sion) is motivated by the fact that methods using the same feature
modality typically have more consistent performance relative to
each other as compared to variations of the same method that use
different features. The conjecture is that if a feature is good for a
query or a concept, it will likely work well with both methods for
this query/concept so their rankings will be alike. Since averaging
makes most sense when combining similarly ranked lists, we first
average within feature modalities and then across.

An analysis of the results in Table 3 reveals several things:

• The combination hypothesis works. In virtually all cases,
regardless of whether we are fusing features or models or
both, the combination hypothesis approach performs better

than, or on par with, the best baseline hypothesis. Matching
the performance of the best baseline method is significant in
itself since we do not have any validation set to select the
best feature or the best retrieval model, and it is likely that
those vary across queries. The combined approach, however,
effectively picks the best retrieval hypothesis for each query
and in most cases even improves upon it. In some cases
this improvement is significant, such as 39% for the MECBR
method and 27% for the MECBR and SVM texture model
fusion, and in only one case the fusion hurts performance by
5%. More importantly, the final combination method, which
uses default fusion across both features and retrieval models,
performs 17% better than the best single-hypothesis baseline
(color moments-based SVMs).

• Simple score averaging generalizes well.In Section 4 we
motivated the use of simple score normalization and fusion
methods for query-independent fusion. We chose statistical
score normalization with non-weighted score averaging as
the default fusion method. Table 3 confirms that the default
fusion approach does in fact generalize well across the various
queries, and performs only 5% worse than the “oracle” fusion
which is optimized with knowledge of the test set ground truth
and is therefore unrealistic to achieve.

• Support Vector Machines can work well in search scenar-
ios with very few examples.Support Vector Machines have
been very successful in various machine learning problems,
including concept modeling and detection from multimedia
content. They have not, however, been established as the
tool of choice for non-interactive query topic modeling and
search, primarily because of the lack of negative examples
in such search scenarios, the extremely limited set of posi-
tive examples, and the high-dimensionality of the underly-
ing visual feature spaces. The experiments show, however,
that careful feature design and fusion, and with the help of
pseudo-negative example sampling and bagging techniques,
SVM models can be successful even in automatic search sce-
narios with less than 10 training examples. The SVM method
on average performed 15% better than MECBR.



6. CONCLUSION
In this paper we unify two supposedly distinct tasks in multimedia

retrieval. One task involves answering queries with a few exam-
ples. The other involves learning models for semantic concepts also
with a few examples. Once we adopt this unified view, we then
apply identical techniques for solving both problems and evaluate
the performance using the NIST TRECVID benchmark evaluation
data. We propose a combination hypothesis of two complementary
classes of techniques, one using only the positive examples and the
other using both positive and negative examples for the process of
learning models of a query or a concept. We then fuse the resulting
ranked lists from models of both these classes of techniques to arrive
at the final ranked list of retrieved multimedia items. Of the two
classes of techniques, one approach uses all the positive examples
provided to query a database of multimedia items and employs lazy
learning in the form of a distance-weighted nearest neighbor model.
The other approach tries to use both positive and negative examples
to build a discriminative model using support vector machines. In
case of queries, where negative examples are rarely provided to
seed the search, we create pseudo-negative samples using biased
and unbiased sampling methods. We then combine the ranked lists
generated by evaluating the test database using both methods, to
create a final ranked list of retrieved multimedia items. We eval-
uate this approach on NIST TRECVID data to model both query
topics and rare concepts, where the number of positive examples is
limited. In both cases we find that combining the models learned
using positive examples only with the ones trained discriminatively
results in enhanced performance over either of the individual mod-
els. Performance improves by 6% in the rare concept detection task
over the single best performing approach whereas the improvement
is by 17% in the search task. Future directions include smarter ap-
proaches for sampling the pseudo-negative samples and extending
that to the larger training sample sizes of rare concept detection.
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